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Investigating the Power of a Test of Hypotheses                     3/22/2008
A very natural question arises when planning to gather data for testing a hypothesis:  “How big should the sample be?”  The answer that a statistician must give is, “It depends.”  The purpose of this exercise is to investigate the sample size question.

Suppose that serum cholesterol levels of women in the U.S. have a mean of 196 mg/dL and standard deviation 10 mg/dL, and suppose that the population distribution is Normal.  We want to know if the mean cholesterol level of post-menopausal women is higher.  We plan to collect data and test the hypotheses 

Ho:  ( = 196


Ha:  ( > 196

where ( is the mean cholesterol level of post-menopausal women in the U.S.  


We choose to set the significance level at ( = .05.  This is our insurance that the probability of making a Type I error (rejecting H0 when actually ( = 196) is .05. What about the probability of making a Type II error, failing to accept Ha when Ha is actually true?  This probability is represented by (.  The power of the hypothesis test -- the probability of detecting when H0 is false -- is 1 - (. For our research effort to be worth while, we need a reasonably good chance of detecting that the null hypothesis is false; that is, we need reasonably good power. In this project, we will investigate how power depends on sample size, the actual value of (, and the population standard deviation.

A power calculation

  
To demonstrate how power is calculated, suppose that we decide to use a sample size of n = 25, and suppose that the true value of the population mean (unknown to us) is 200.  For now, assume that for post-menopausal women, the standard deviation of cholesterol level is known to be (  = 10.  (We will reconsider this assumption later.)

Our test statistic is 
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which has a standard Normal distribution when H0 is true.  Using ( = .05, we can reject H0 in favor of Ha when z  >  z.05 = 1.645.  So the power of the test is
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   =  P(z > -0.355) = .64

That is, if we use n = 25 and if ( = 200, then the probability is 0.64 of getting a sample mean large enough to reject the null hypothesis.  In other words, we have a 0.64 probability of detecting that this population mean is bigger than 196 when the true mean is 200.

Using an applet to calculate power.  

We can save a lot of time with the power calculation by using computer software.  A nice applet is found at http://wise.cgu.edu/power/power_applet.html.  Go to this website and look it over.  

At the top of the graph there are two density curves for the population, and below these are two density curves for the distribution of the sample mean.  In both pairs, the blue curve represents the distribution when the null hypothesis is true and the red curve shows the distribution when an alternative hypothesis is true.  

On the right side of the graphs are several parameters to which the user can assign values.  Assign values as follows:

· Type in 196 for the value of (0 (the null hypothesis value) and press the Enter key.  The value is not updated unless you hit the Enter key.

· Type in 200 for the value of (1 (the alternative hypothesis value) and press Enter.  Notice that the difference (1- (0 is automatically updated.

· Enter 10 for the value of (.  

· Check that the significance level ( is set at 0.05.

· Enter 25 for the sample size, n.  

Note that the value given for the power agrees with our calculation above.
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Notice that there is a red, vertical dotted line at 
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.  The dark blue shaded region under the blue curve on the right side of the red line has area equal to 0.05, the significance level.  It represents the probability of rejecting the null hypothesis when it is true.  The area under the alternative sampling distribution, to the right of the red line, is equal to the power--the probability of rejecting the null hypothesis when the population mean is 200.  The red area on the left of the vertical line is (, the probability of making a Type II error--not rejecting the null hypothesis--when the true mean is 200.

Comparing power for different means and sample sizes

 Keeping sample size n = 25, use the applet to calculate the power for each of the values of the population mean shown in the table below, and fill in the first row of the table.

How does the power change as the value of ( increases?

Fill in the rest of the table, using the sample sizes shown.  

Looking down each column, how does the power change as sample size increases?

Held constant:  (0 = 196, (  = 10, (  = .05

	Power
	Population mean (1 

	Sample size
	198
	200
	202
	204

	n = 25


	
	
	
	

	30


	
	
	
	

	35


	
	
	
	

	40


	
	
	
	

	45


	
	
	
	



The Appendix gives instructions for creating multiple line graphs of the results above using Minitab. The power curve of a test of hypotheses shows power as a function of the population mean.  One row of the table above gives values for four points on the power curve.  A line graph of the data in the table is a rough approximation of the power curve.

The role played by the population standard deviation.

We shall now investigate how the value of the population standard deviation ( can affect the power of the test of hypotheses.  Let’s suppose that the population distribution is Normal with mean (  =  200 (the null hypothesis is still (  =  196.)  We will use sample size of 30 and significance level ( = 0.05

Use the applet to calculate the power of the test of hypotheses as ( takes the values 10, 12, 15, and 20, and fill in the table below.  Repeat the calculations assuming   (  =  204.  How does the population standard deviation affect the power of the test of hypotheses?   How is this related to the amount of overlap of the two sampling distributions?

Held constant:  (0 = 196, n = 30, (  = .05

	Power
	Population standard deviation 
	
	
	

	Population mean


	(  = 10
	(  = 12
	(  = 15
	(  = 20

	( = 200


	
	
	
	

	( = 204


	
	
	
	


The relationship between ( and power

Changing the significance level ( of a test of hypotheses will cause the power to change:  smaller ( means a smaller probability of rejecting the null hypothesis when it is true, but it also reduces the probability of rejecting the null hypothesis when it is false.  The next calculations will demonstrate this.


Assume once again that the population of interest is serum cholesterol levels in post-menopausal women, which has a Normal distribution with standard deviation          (  = 10.  We want to test the null hypothesis that the mean is 196 against the alternative that the mean is greater than 196:


Ho:  ( = 196


Ha:  ( > 196.

Use the applet to calculate the power of the test for the combinations of sample size and significance level in the table on the next page.

Held constant:  (0 = 196, (1 = 200, ( = 10


	Power
	Significance

 level 
	
	
	
	
	

	Sample size


	( = .01
	( = .02
	( = .03
	( = .04
	( = .05
	( = .10

	n = 25

	
	
	
	
	
	

	n = 49

	
	
	
	
	
	



What relationship can you see between ( and the power of the test? 

Does an increase of 0.01 in the value of ( result in a decrease of 0.01 in the power?

Choosing sample size


Suppose you are helping to plan the study of cholesterol levels in post-menopausal women.  The significance level will be ( = .05.  The standard deviation of cholesterol levels in women is thought to be around 10 mg/dL.  It might be slightly larger in the population of post-menopausal women.  The research team agrees that they want a probability of .90 of rejecting the null hypothesis when the true mean is 200 mg/dL. Based on what you have learned in this exercise, how large should the sample be?

Appendix   Creating multiple line graphs with Minitab


Enter the applet results into a worksheet with power in column 1, sample sizes in column 2, means in column 3.  Each row will contain the values of 1-(, n and ( for one power calculation.  Type an appropriate heading for each column.


Open the Graph menu.  Select Scatterplot.  In the Scatterplot window, choose “With Connect and Groups.”  Click OK.


To make a plot of power versus n, specify power for the Y-variable and n for the X-variable.  In the space labeled “Categorical variables for grouping,” specify means.  Click on OK.


To make a plot of power versus (,use power for the Y-variable, mean for the X-variable, and sample size for the grouping variable.
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